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guaranteed off switch for the most powerful Al systems.
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ABOUT THIS REPORT

Who we are. The Al Policy Institute (AIPl) conducts independent research and polling on the trajectory and
implications of advanced Al systems, providing rigorous analysis to inform policymakers, media, and the
public. This report presents the results of AlIPI's June 2026 national survey of 1,007 likely voters. It shows how
voters respond to competing approaches to the oversight of advanced Al systems, how those preferences
vary by party, age, and gender, and whether they survive changes in question wording. The report finds that
the majority of voters support measures aimed at the safe deployment of Al rather than an outright banora
total laissez-faire approach.

AlPlis publishing the full toplines and crosstabs alongside this report, with the complete wording of every

question. The Methodology section details the survey design.

Why we did this. Federal and state policymakers are weighing competing approaches to the oversight of
advanced artificial intelligence, and the public’s preferences among those approaches have rarely been
measured against the tradeoffs each entails. AIPI conducted this study to document where likely voters stand
on the central design choices in Al regulation.

How we did it. AlIPI surveyed 1,007 likely voters nationwide on online opt-in web panels supplied by Cint
Exchange, June 10 to June 11, 2026. Results are weighted to population targets on gender, race and ethnicity,
education, age, and 2024 presidential vote; respondents who failed embedded attention checks were down-
weighted. The full-sample margin of error is 4.2 percentage points. Most policy items were posed as forced
choices that paired each option against its strongest objection, and several items were fielded in multiple
framings. Full question wording appears in the toplines published with this report, and design details appear in
the Methodology section.

Suggested citation: Al Policy Institute. (2026, June). The Al Safety Majority: Public Opinion on Regulation of
Advanced Al. theaipi.org.
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OVERVIEW

When asked to choose among policy options for advanced artificial intelligence, U.S. voters chose
mandatory safety and security standards whenever it was an option, no matter the alternative presented.
By margins that hold across party, 2024 vote, and age, voters say the most powerful Al systems should be
built only if they can be shut down and kept under human control.

Mandatory standards beat each alternative; no regulation always loses

Share choosing each option when the survey posed two approaches to governing the most advanced Al systems

B Prevailing option Alternative offered Not sure

Mandatory standards vs. no regulation

78% 14%

No regulation 8%

Mandatory standards vs. an outright ban

66% 13%

Ban on more-powerful Al 21%

An outright ban vs. no regulation

20%

No regulation 17%

Source: National survey of 1,007 U.S. likely voters conducted June 10—11, 2026. Each item was a forced choice between the two approaches
shown.
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THE FINDINGS IN BRIEF

86% 56% 16% 74%0

want a guaranteed off are more concerned than would preempt state Al expect Al to become a
switch for the most excited about the growth laws, the weakest more important political
powerful Al systems of Al proposal tested issue

The bottom line. Across the survey’s framings, parties, age groups, and genders, the same majority
prefers binding oversight to the alternatives, and a guaranteed off switch draws 86% support.



The survey was fielded amid an unresolved debate over the regulation of advanced Al. Skeptics of
regulation argue that Al is already accelerating drug discovery, widening access to legal and medical
expertise, and letting small businesses operate at scales once reserved for large firms, and that
premature rules would forfeit those gains and cede strategic ground to China. Proponents answer that
frontier models already pursue goals their operators did not set, deceiving evaluators and resisting
shutdown in controlled tests, with the capabilities now accelerating drug discovery also lowering the
barrier to cyberattacks and biological weapons®; that failures manageable today become intolerable in
systems entrusted with critical infrastructure, defense, or their own further development, where keeping
Al under human control remains an unsolved problem; and that nearer-term harms from job displacement
and data-center demand strengthen the case. The survey measures where voters stand while that
dispute remains open.

In April 2026, Anthropic restricted the release of Claude Mythos, a model able to find and exploit
vulnerabilities in widely used software, to a vetted group of defensive partners.? By independent
measures, capability is advancing quickly: the length of tasks Al systems can complete autonomously has
doubled roughly every seven months since 2019, and the pace has quickened since 2024.2 The federal
proposals now circulating divide on the same questions the survey tested, including whether pre-release
review of the most capable models should be voluntary or required, and whether states should retain
authority over Al while federal rules take shape. Voters prefer required review by nearly three to one, with
preemption of state Al laws testing the weakest. They also expect the question to heighten in relevance:
74% say Al will become a more important political issue than it is today.

The sections that follow report the structure of these preferences: the forced choices at the center of the
design (01), the effect of wording (02), the control consensus (03), the partisan structure (04), the
demographics of concern (05), and the federalism question (06).

Other key findings

+ Required government review of the most capable models beats voluntary review 65% to 22%, and
government-led safety standards beat company-led standards 62% to 24%.

+ The widest demographic split in the study is age. Concern rises from 41% among voters 18 to 34 to 73%
among voters 65 and older.

+ Support for banning local data centers falls from 57% to 38% when standards are offered as an
alternative; only 6% want to allow data centers with no Al rules.

+ Only 16% of voters would bar states from regulating Al. Half would let states act until Congress passes
federal rules, and another 20% would let states set their own rules indefinitely.



01 .* Voters prefer required safeguards to both no
regulation and a ban

The survey’s central questions presented regulation with the counterargument attached. Voters chose
mandatory standards anyway, against every alternative offered.

Each pairing was a forced choice between two policy positions. The standards option specified concrete
requirements: companies would be mandated to implement safety and security measures for their most
advanced models, which would have to incorporate guardrails addressing extreme risks—explicitly,
preventing Al from being used to create bioweapons or to evade human control; the no-regulation option
placed all responsibility for illegal activity on users; the prohibition option would bar systems more
powerful than today’s. Against no regulation, voters chose mandatory safety and security standards 78%
to 8%. Against an outright ban, they chose standards 66% to 21%.

When the survey posed only the two extremes, prohibition beat deregulation 63% to 17%. The ban
presented was explicitly temporary, barring systems more powerful than today’s until research proves
them safe; voters chose it over leaving the field ungoverned. The support reads like a refusal of the
unregulated alternative more than a call for prohibition.

In six forced choices, the option with required safeguards prevails in all six

Share choosing each option; the losing option is labeled beneath each bar

B Required safeguards The alternative offered Not sure

Guardrails vs. “no regulation”

78% 14%

No regulation 8%
Guardrails vs. an outright ban

66% 13%

Ban on more-powerful Al 21%

Required vs. voluntary review

65% 13%

Voluntary review 22%
Government-led vs. company-led standards

62% 14%

Company-led standards 24%
Data centers: guardrails vs. unregulated

73% 21%

Allow, no rules 6%
Data centers: guardrails vs. a local ban

47% 15%

Do not allow 38%

Source: National survey of 1,007 U.S. likely voters conducted June 10-11, 2026.
Al POLICY INSTITUTE
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Data centers follow the same logic

The survey also posed a parallel set of questions about local data centers, where the regulated option
specified that the center’s Al systems would be subject to guardrails covering safety requirements,
security standards, transparency rules, protections against extreme risks, and job protections such as
worker retraining. When provided a choice between data centers with no Al-specific rules and no data
centers at all, voters chose the ban, 57% to 21%. When the alternative carried mandatory standards
instead, the same ban fell to 38% and the regulated option won, 47% to 38%. In the direct pairing,
regulated data centers beat unregulated ones 73% to 6%. What voters oppose most clearly is data
centers without rules.

The same ban loses 19 points when its opponent gains guardrails

Support for banning local data centers, by the alternative on offer; the ban wording is identical in both pairings

Alternative: data centers, Alternative: data centers
no Al-specific rules with Al guardrails
Ban data centers 57%
-19 points

B 47% Allow with guardrails

38% Ban data centers

Allow, no rules 21%

Source: National survey of 1,007 U.S. likely voters conducted June 10-11, 2026.
Al POLICY INSTITUTE

Resistance to the unregulated option crosses party lines: 63% of Democrats and 49% of Republicans
would bar a data center offered under no Al-specific rules, while majorities of both, 72% and 76%, accept
a local data center offered alongside guardrails.



02 .* Support for oversight persists across
question framings

Support for federal oversight ranges from 59% to 78% depending on how the question is framed.

This study asked about federal oversight of advanced Al in eight framings of two formats: five forced
choices between an oversight approach and a lighter-touch alternative, and three support-or-oppose
items on single proposals. Support ranges from 59% for national-security testing of the most capable
models to 78% for mandatory standards against no regulation. Oversight always wins by at least 5 to 2.

Every framing favors oversight, from 59% to 78% support

Share for the oversight option (dark blue), the alternative or opposition (pale orange), and not sure (grey), by framing
and format

Forced choice between two approaches

Standards vs. no regulation 78% 8%

Focus on safety review vs. Al opportunity 69% 19%

Formal review, like new drugs, vs. light touch 68% 20%

Required vs. voluntary review 65% 22%

Government-led vs. company-led standards 62% 24%

Support or oppose a single proposal

Mandatory pre-release safety testing 13%

A formal pre-release review process 65% 19%

Federal national-security testing 59% 23%

Source: National survey of 1,007 U.S. likely voters conducted June 10-11, 2026. Item wording varies and appears in full in the published
toplines.
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03 .* Support for keeping AI under human control

Three control requirements were tested, framed as agree/disagree. The weakest clears 82% support.

The survey asked voters to agree or disagree with three statements: that the most powerful Al systems
should have a guaranteed off switch (86% agree, 6% disagree); that the risk of losing control of Al as it
grows more powerful is serious and Congress should ensure it is addressed (84% agree, 7% disagree);
and that companies should not build Al smarter than humans until they can demonstrate control (82%
agree, 8% disagree).

More than four in five voters want a guaranteed off switch
Il Agree Disagree Not sure

A guaranteed “off switch” for the most powerful systems

86% agree 8%

Disagree 6%
Congress should ensure the loss-of-control risk is addressed

84% agree 9%

Disagree 7%
Don’t build smarter-than-human Al until it can be controlled

82% agree 10%

Disagree 8%

A guaranteed “off switch”: share who agree, by party and 2024 vote

By party
Democrats |G 88%
Republicans 83%

Independents IS se%

By 2024 vote
Trump voters 84%

Harris voters |, 89%
Did not vote /other IR 76%

Source: National survey of 1,007 U.S. likely voters conducted June 10-11, 2026.
Al POLICY INSTITUTE
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Agreement with a guaranteed off switch runs 88% of Democrats, 86% of independents, and 83% of
Republicans, with opposition no higher than 9%. Harris voters (89%) and Trump voters (84 %) sit just five
points apart.

An off switch, voter by voter

Each square is one of 100 likely voters, rounded; 86 agree there should be a guaranteed off switch for the most
powerful Al systems

EEEEEEEEEN
.......... 86 of every 100 voters agree
T

B Agree 86
T T T — )
EEEEEEEEEN ’
EEEEEEEEEN totsure °
EEEEEEEEEN
==IIIIIIII

Source: National survey of 1,007 U.S. likely voters conducted June 10-11, 2026. Agreement is 86%, disagreement 6%, and not sure 9% in the
toplines.
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Why the survey asked

The off-switch question has a technical referent. Controlled evaluations have documented frontier
models sabotaging shutdown instructions and scheming against oversight in test settings,** and
academic literature has treated reliable shutdown as an open problem since before the current generation
of systems.®

What an “off switch” can mean

The policy literature distinguishes three layers of control over a deployed Al system. Upstream controls
govern access to the specialized computing hardware needed to train and run frontier systems, through

mechanisms such as licensing and hardware attestation.” Midstream controls act on the deployed model
itself: revoking APl access, restricting capabilities, or applying graduated corrections short of full shutdown.®
Downstream controls are the conventional floor: power, network, and physical access to data centers.

The survey item did not specify a mechanism. It asked whether there should be a guaranteed way to shut
down the most powerful systems; the layers above are how researchers discuss building one.



04 .* Partisan differences are negligible

On the flagship safety items, Democrats and Republicans land two to six points apart.

Democrats and Republicans split 88% to 83% on the off switch, 82% to 77% on mandatory standards,
84% to 83% on the build-only-when-controllable standard, and 87% to 82% on congressional action
against the loss-of-control risk. On a formal pre-release review process they are within two points, 64% to
66%.

Republicans run higher on the security and competitiveness framings: export controls on Al software and
hardware (72% to 61%), national-security testing of the most capable models (65% to 56%), and
cybersecurity requirements on developers (71% to 65%). Democrats run higher on government-led safety
standards (67% to 61%) and on international coordination, which draws 55% support and 26% opposition
overall (55% to 49%). The widest partisan gap in the study is export controls at 11 points.

Small partisan gaps on the flagship items

Share supporting each measure, by party identification, sorted by Democratic support

B Democrats Republicans

Guaranteed “off switch” 83 88
Congress address loss of control 82 W 87
Don’t build until controllable 83 N84
Regulatory guardrails 77 H 82
Keep Al from U.S. adversaries 74 77
Mandatory pre-release safety tests 72 72
Whistleblower protections 68 70
Authorize the federal Al testing office 66 [ 67
Government-led safety standards 61 B 67
Cybersecurity requirements 65 B 71
Guardrails over a ban 64 B 69
A formal safety review process 64l 66
Export controls to adversaries 61 0 72
Govt. national-security testing 56 B 65
Coordinate with allies on standards 49 55

Source: National survey of 1,007 U.S. likely voters conducted June 10-11, 2026. Question wording varies from item to item and appears in full
in the published toplines.
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Republicans want Al guardrails

Regulatory proposals usually divide the parties, with Republicans tending to favor a hands-off approach to
regulation. Among self-identified Republicans, however, every oversight measure in this set draws
majority support, from 66% for a formal safety review process to 77% for standards over no regulation.
Republican support for export controls reaches 72%, for mandatory pre-release safety testing 72%, for
cybersecurity requirements on Al developers 71%, and for whistleblower protections for Al-company

employees 70%.

Among Republicans, every oversight measure tested clears 65%

Share of self-identified Republicans supporting each measure

Guardrails over no regulation 77%
Keep Al from U.S. adversaries 74%
Mandatory pre-release safety testing 72%
Export controls on Al to adversaries 72%
Cybersecurity requirements on Al 71%
Whistleblower protections 70%
Authorize the federal Al testing office 66%
A formal safety review process 66%

Source: National survey of 1,007 U.S. likely voters conducted June 10-11, 2026; self-identified Republicans, n=339.
Al POLICY INSTITUTE
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05 .* Concern outweighs excitement in every
group

Voters are more concerned than excited about Al, 56% to 18%, with 19% neutral. The result holds across

party, age group, and gender.

Asked whether they are more excited about the growth of artificial intelligence or more concerned about
the risks, 56% of voters choose concern and 18% choose excitement. Concerned voters outnumber
excited voters among Democrats (61% to 14%), Republicans (52% to 23%), and independents (55% to
17%).

Concern leads excitement three to one

“Are you more excited about the growth of Al, or more concerned about the risks?”

I Mostly concerned 34%
B somewnhat concerned 22%
5 60 / Not sure 6%
Totally neutral 19%

concerned
Somewhat excited 13%
Mostly excited 5%

Source: National survey of 1,007 U.S. likely voters conducted June 10-11, 2026. Concerned and excited totals sum the two categories on
each side of neutral.

Al POLICY INSTITUTE

The result holds across the aisle

All voters 18% s e
Democrats 14% e e
Republicans 23% _ 52%

Independents 17% _ 55%

+ Excited Concerned —

Source: National survey of 1,007 U.S. likely voters conducted June 10—11, 2026. Each side stacks its two intensities, with “mostly” outermost.
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The widest demographic split in the study is age. Concern rises from 41% among voters 18 to 34 to 73%
among voters 65 and older, a 32-point spread. Gender divides the electorate too, though less sharply:
65% of women are more concerned than excited, against 47% of men.

Concernrises with age, the study’s widest split; gender divides less sharply

Balance of excitement and concern, by age group and by gender

Excited Neutral /notsure [l Concerned
BY GENDER
Women | 14% 21%

Source: National survey of 1,007 U.S. likely voters conducted June 10-11, 2026.
Al POLICY INSTITUTE

Young voters: despite higher excitement, majority still prefer control

The youngest cohort is the least concerned, though concern still leads excitement, 41% to 26%. Their
policy preferences soften but do not reverse: 74% of voters 18 to 34 want the guaranteed off switch and
77% want Congress to address the loss-of-control risk, both below the overall figures but still large
majorities. On required federal review the young divide more evenly, 50% preferring required review to a
voluntary process, against 65% of all voters.
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06 .* Preempting state Al laws is the weakest-
performing proposal

Proposals to preempt state Al regulation have recurred at the federal level. Among voters, full preemption
is unpopular.

Asked which arrangement comes closer to their view, 16% of voters would bar states from regulating Al,
50% would let states regulate until Congress passes federal legislation, and 20% would let states set their
own rules with no federal trigger; 14% are unsure. A combined 70% therefore want states to retain some
authority, on either an interim or a permanent basis.

The position is bipartisan. Full preemption peaks at 20% among Republicans, and no party or 2024-vote
group gives it even one-third support. The conditional middle position (states act until Congress does) is
the plurality choice in each party.

Half of voters want states to act on Al until Congress does; only 16% would preempt state laws
entirely

Views on state authority to regulate Al, by party identification

Bl Until Congressacts [ States set their own Bar states entirely Not sure

All voters 50% 16% 14%
Democrats 54% 16% 11%

Republicans 47% 20% 13%

Independents 48% 11% 19%

Source: National survey of 1,007 U.S. likely voters conducted June 10-11, 2026. Not-sure segments are scaled so that bars sum to 100;
printed toplines may differ by one point because of rounding.
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METHODOLOGY

AIPI surveyed 1,007 U.S. likely voters nationwide from June 10 to June 11, 2026. Respondents were recruited
through online opt-in web panels supplied by Cint Exchange. The reported margin of error is 4.2 percentage
points for full-sample figures at the 95% confidence level. Subgroup estimates carry wider margins; the
smallest groups reported, such as single age bands, rest on roughly 200 to 400 respondents. Percentages
may not sum to 100 because of rounding.

Results were weighted to population targets on five dimensions: gender, race and ethnicity, education, age,
and 2024 presidential vote. Respondents who failed embedded attention checks were down-weighted to
improve data quality.

Policy preferences were measured primarily as forced choices, with each option paired against its strongest
objection; the items named the risks and costs at issue, including bioweapons, cyberattacks, loss of human
control, and slower innovation. Several constructs were fielded in multiple framings using split-sample
experiments; Section 02 reports the resulting range. Questions were developed and reviewed internally
following standard practice: neutral ordering, balanced framing, and no advocacy-push items. The published
toplines give each question’s complete wording.

AIP| designed and administered the questionnaire. In a 2023 validation study, AIPl commissioned YouGov to
re-field a set of its questions with identical wording and target population; results tracked closely across
items, indicating that the panel methodology produces estimates consistent with an established pollster. All
figures in this report are drawn from the survey’s weighted toplines and crosstabs, published alongside it;

those files contain the complete wording of every question and full response distributions.


https://theaipi.org/wp-content/uploads/2026/06/Toplines-AIPI-June-10-11.pdf
https://theaipi.org/wp-content/uploads/2026/06/Crosstabs-AIPI-June-10-11.pdf
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